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Abstract. In machine learning for clinical diagnosis, poor model per-
formance can be difficult to interpret: is the issue with the algorithm,
the features, or the data itself? This question is prevalent in neurode-
generative disease research, where diagnostic labels may be uncertain,
clinical presentations are heterogeneous, and patient features often over-
lap across conditions. In this study, we use an ensemble of classifiers
to probe the internal structure of a multi-class diagnostic dataset. By
examining patterns of disagreement across models and folds, we iden-
tify a distinct subgroup of individuals that are consistently misclassified
with regards to their diagnosis — suggesting these cases may be inher-
ently difficult due to label ambiguity or clinical complexity. We build on
this insight with a two-stage classification pipeline. A triage model first
predicts whether a case is likely to be ”easy” or ”difficult” to classify,
based on demographic and clinical data. Easy cases are routed through
a standard multiclass model; difficult cases can be flagged for further
testing or more specialized pipelines. Our approach improves accuracy
for a large group of patients while referring patients with a diagnosis
that is difficult to make in a cost-effective way. It also provides a general
strategy for managing heterogeneous datasets without requiring manual
relabeling or task-specific heuristics.

Keywords: Ensemble Learning · Multi-Stage Models · Mixture of Ex-
perts · Medical Data

1 Introduction

Accurate diagnosis of neurodegenerative diseases such as Alzheimer’s Disease
(AD) and Frontotemporal Dementia (FTD) remains a major challenge in clinical
neurology [7], particularly in the early stages of disease progression [4]. Diagnosis
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is even more complicated for atypical presentations within the spectrum of these
diseases [10].

Compared to typical AD, the atypical phenotypes associated with dementia
have a much lower prevalence, often occur at a younger age, and present with
different cognitive deficits where memory is relatively spared [10]. Within the AD
spectrum a visual variant and a language variant are recognized [2, 8], and within
the FTD spectrum there are two language variants and a behavioral variant [8,
16]. To aid the clinician in the diagnostic decision making process, clinical criteria
have been formulated for every phenotype. Although each of these criteria lists
specific cognitive deficits as evidence, neuropsychology –the trade of assessing
cognitive strenghts and weaknesses– has difficulties objectifying these specific
profiles in its traditional methods [11].

Machine learning offers powerful tools for advancing this diagnostic process
and disease subtyping [21, 14], especially when faced with high-dimensional data
such as neuroimaging, cognitive performance scores, and clinical metadata [20,
17]. However, traditional approaches often assume that training datasets are rea-
sonably clean and that class boundaries are well-defined. In the reality of clinical
practice, these assumptions frequently break down: labels may be noisy due to
diagnostic uncertainty, feature distributions may differ across subpopulations,
and some patient profiles may fall between or outside canonical diagnostic cat-
egories. Analysis of our dataset showed that the datapoints were not separable
by any linear approach, such as principal component analysis, regression or lin-
ear SVM’s. Traditional classification models were stuck at barely above-chance
performance. This inspired us to take an alternative approach.

By analyzing misclassifications across an ensemble of diverse machine learn-
ing models, we identify which individuals are consistently misclassified [3]. These
cases likely represent the most heterogeneous or diagnostically ambiguous indi-
viduals. The underlying assumption is that some patients are inherently harder
to classify than others, regardless of which model is used.

Building on this idea, we train a separate model to predict whether an in-
dividual’s diagnosis is likely to be easy or difficult to classify. This allows us to
implement a triage strategy: easy cases are routed through a high-confidence di-
agnostic model, while harder cases can be flagged for further testing, additional
data collection, or more specialized models.

2 Methods

Our research consists of three components: an ensemble-based baseline model
for understanding dataset difficulty, followed by a two-stage diagnostic pipeline
consisting of a triage model for predicting classification confidence, and a fi-
nal model specialized in confidently classifiable cases. This section details the
architecture, training setup, and rationale for each component.
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2.1 Dataset and Preprocessing

The data used in this study is clinical data of 2,012 patients who visited the
Alzheimer Center of Amsterdam University Medical Center between 2010 and
2022 [5]. Within this dataset six clinical phenotypes of dementia are recognized,
with marked differences in prevalence that reflect their occurrence in routine
clinical settings. The phenotypes are typical (probable) Alzheimer’s Disease (AD,
n = 1372 [13]), behavioral variant of frontotemporal dementia (bvFTD, n=317
[16]) semantic variant of Primary Progressive Aphasia (svPPA , n = 118 [8]),
posterior cortical atrophy (PCA, n = 105 [2]), logopenic variant of Primary
Progressive Aphasia (lvPPA, n = 57 [8]), and the nonfluent variant of Primary
Progressive Aphasia (nfvPPA, n = 43 [8]).

Data is collected in the following way: during a one day in-clinic visit a patient
receives a clinical interview, a separate informant-based history, a neurological
assessment, an Electro-Encephalogram, a Magnetic Resonance Imaging scan,
analysis of blood and cerebrospinal fluid, and a neuropsychological assessment
(NPA). A diagnosis is then given in a multidisciplinary consensus meeting where
the results of the various examinations are discussed [18]. For this paper, only
the NPA was used.

The neuropsychological assessment consists of a one hour standard paradigm
with 11 neuropsychological tests to gauge the cognitive functions of an individ-
ual within various cognitive domains (which are memory, attention, language,
visuospatial, and executive functioning) [1]. These 11 tests produce 44 columns
of raw neuropsychological data. Next to these cognitive outcome measures we
included demographic data (i.e., age, gender and education level) for each sam-
ple. Intra-class variability and diagnostic uncertainty are known issues, making
the dataset inherently heterogeneous. We normalize all numerical features and
encode categorical variables.

Only those patients who gave informed consent are included in our sample.
The protocol for this study has been submitted and accepted by the Medical
Ethical Board of our hospital.

2.2 Ensemble Classifier for Difficulty Profiling

To quantify classification difficulty at the sample level, we constructed an en-
semble of six diverse machine learning models:

– Logistic Regression1
– Linear Support Vector Classifier1
– Random Forest (300 trees)2
– Gradient Boosting2
– k-Nearest Neighbors (k=15)3
– Multilayer Perceptron4

These models were selected for their computational efficiency, ease of imple-
mentation, and complementary modeling characteristics. Together, they repre-
sent a diverse set of algorithmic families: linear models1, tree-based methods2,
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instance-based learning3 and neural networks4. This diversity helps reduce in-
dividual model biases by incorporating varied decision-making strategies across
the ensemble. Moreover, all models are readily available in the standard machine
learning library scikit-learn [15] and can be trained within reasonable time on a
typical workstation, making them suitable for rapid prototyping and evaluation.

To address the class imbalance, the scikit-learn parameter class weight=

"balanced" was used in any models that supported this, which automatically
adjusts the loss function weights to be inversely proportional to class frequencies
in the input data. Oversampling of minority classes was considered, but with such
small sample sizes the risk of overfitting was deemed too great [9].

Each model was trained and evaluated using 5-fold stratified cross-validation,
repeated five times to increase reliability. This procedure produced a total of 30
predictions per sample. Based on these, we counted the number of times each
patient’s diagnosis was misclassified. This yielded a distribution of misclassifica-
tion frequency across the dataset. We computed the accuracy and F1 scores of
each model separately, as well as the scores of the ensemble as a whole (using
majority voting).

Data is processed in two separate stages. To avoid influence of training labels
across the stages (leakage), difficulty labels were constructed exclusively from
predictions on held-out test data during cross-validation. This procedure ensures
that the second stage model was trained on labels uninfluenced by the first
model’s training data.

2.3 First stage: Triage Model: Predicting Case Difficulty

The first stage of our diagnostic pipeline involves predicting, based solely on
demographic and neuropsychological features, whether a patient is likely to be
easy or hard to classify. We refer to this as the triage model, and evaluate two
variants:

Diagnosis-Agnostic Triage This version of the model excludes the diagnosis label
entirely. Since the diagnosis is unknown for unseen individuals, and is ultimately
what the second stage of the pipeline should produce, using it as a feature in
the first stage would create a chicken-egg problem.

Binary-Diagnosis-Aware Triage In the second variant, we include a simplified
diagnostic cue: whether the true diagnosis label was Alzheimer’s Disease (AD) or
not. This is implemented as a binary feature is AD. This addition is motivated
by the clinical intuition that practitioners often make a rough early judgment of
whether a case fits an AD profile or represents an atypical or non-AD pathol-
ogy. Including this feature significantly improved performance while remaining
defensible from a practical standpoint. However, we acknowledge that it remains
a form of label-as-a-feature, and are only using it to demonstrate the potential
of future improvements.
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Both triage variants were implemented in a Random Forest classifier which
was trained and evaluated using 5-fold stratified cross-validation. The defini-
tion of easy and hard to classify cases was varied by adjusting the threshold
t, representing the number of allowed misclassifications m out of 30 predic-
tions. Cases were labeled easy if m ≤ t, and hard if m > t. Thresholds of
t = 2, 4, 6, 8, 10, 15, 20, 25 were examined. For each of these we create a preci-
sion/recall curve. The model decision bias that produced the highest F1 score
was then used to make a final easy/hard prediction, used in the next stage.

2.4 Second stage: Classifier for Easy Cases

The second and final stage of our pipeline is a classifier trained exclusively on
cases predicted to be easy by the triage model. These patients are expected to
match familiar diagnostic profiles, producing a more homogeneous dataset that
can be used to train a model with higher accuracy. We used a Random Forest
classifier for this model because it showed competitive performance while offer-
ing lower model complexity and greater interpretability compared to gradient
boosting methods.

Training and evaluation were done using 5-fold stratified cross-validation.
Only samples predicted as easy by the triage model were included. This simulates
a real-world deployment scenario where uncertain samples are routed to more
intensive diagnostic processes, while confident cases are handled by automated
tools.

This two-stage system enables nuanced handling of uncertainty, improves
interpretability, and aligns with practical clinical workflows.

3 Results

3.1 Ensemble Model

Table 1 summarizes the accuracy and F1 scores of the individual models and the
ensemble on the entire dataset. The ensemble model outperformed all individual
classifiers with an overall accuracy of 73.8% and an F1 score of 0.712, although
Gradient Boosting performed almost equally. It should be noted that due to the
class imbalance, an accuracy score of 68% is trivially acquired by solely predicting
the majority class. Most individual models barely perform higher than this.

Figure 1 shows the misclassifications made by the ensemble in two ways.
The histogram shows how often each case was misclassified, color coded for
their diagnosis. This clearly shows a sizable group of cases that consistently defy
accurate classification at m = 30. These cases were manually reviewed to ensure
their labels were accurate. It also shows that the ensemble struggles more with
the minority classes, which is to be expected. For example, patients with lvPPA
or nfvPPA rarely get misclassified fewer than 15 times. On the other hand, we
observe that typical AD cases are usually considered easier, and make up the
vast majority of the easiest cases (where m = 0).
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Table 1: Performance of individual models and ensemble (majority vote)

Model Accuracy F1 Score

Majority Class Baseline 0.6819 -
Logistic Regression 0.5271 0.5808
Random Forest 0.7243 0.6604
Gradient Boosting 0.7314 0.6995
KNN 0.7036 0.6724
Linear SVC 0.6709 0.6877
MLP 0.6787 0.6693
Ensemble (majority vote) 0.7377 0.7119

Fig. 1: Left : A histogram showing the number of misclassifications per sample
by the ensemble (consisting of 30 classifiers). Right: A confusion matrix of the
ensemble model, using majority vote.

The confusion matrix shows the kind of mistakes the ensemble makes. For
example, it shows that PCA cases are classified as typical AD cases in most
cases. The majority class is clearly quite dominant.

3.2 Triage Model

The precision/recall curves (cf. Fig. 2) indicate a similar degree of sensitivity
regardless of the inclusion of the is AD variable; a higher precision overall when
the is AD variable is included; and a notable performance difference when the
easy/difficult threshold requires agreement of more than 15 models.
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(a) Without is AD Feature (b) With is AD Feature

Fig. 2: Precision–Recall Curves of the Triage Model for Eight Misclassification
Thresholds. Lower thresholds have a higher Area Under the Curve (AUC) and
better F1 scores.

3.3 Easy Case Diagnostic Model

To demonstrate the potential benefits of triaging, we trained a separate multi-
class model exclusively on cases that the triage model predicted as easy. This
simulates a possible clinical workflow where a simpler model is deployed for
confident cases, while harder cases are referred for further analysis.

The results of this model are displayed in Figure 3, for which the raw data
can be found in the Appendix. It shows that as the triage model is trained to pass
more cases on to the diagnostic model (by setting a higher threshold), coverage
increases at the cost of performance. The impact of giving a diagnostic cue is
highest for high thresholds. Compared to the ensemble performance reported
in Table 1 (74% accuracy, F1 of 0.71), the diagnostic models in the two-stage
pipeline perform higher for most thresholds, even without diagnostic cues.

4 Conclusion

In this work, we present a potential strategy for improving classification perfor-
mance and interpretability in clinically heterogeneous datasets. Our approach
centers on the idea that not all errors stem from model limitations — some may
instead reflect ambiguity or inconsistency in the data itself. By leveraging an en-
semble of diverse classifiers, we were able to identify a subset of patients whose
diagnostic label could be predicted reliably and consistently across models. This
observation enabled a principled division of the dataset into easy and hard cases.

Our ensemble-based assessment of difficulty uncovered a latent structure in
the dataset that had not been visible through standard modeling techniques. We
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Fig. 3: A risk-coverage graph showing the relationship between the number of
included data points (based on how we defined easy and hard in relation to
ensemble votes) and the performance of the model on those selected data points.
As coverage increases, so does risk.

used the consistency of ensemble predictions as a lens to probe the quality of
data-label relationships across individual samples.

We developed meta-classifiers that, depending on the definition of easy/hard,
can accurately predict whether a new case is likely to belong to the easy or hard
group, based only on demographic and standard clinical features. This classifier
serves as a triage mechanism, directing confident cases to a lightweight multi-
class model and flagging ambiguous cases for further analysis. This structure
mirrors real-world clinical workflows, where certain cases are quickly diagnosed
based on clear patterns, while others prompt more intensive testing and expert
consultation.

An alternative to our two-stage pipeline would be to use a single classifier
that outputs both the predicted diagnosis and an associated confidence score,
deferring [12] or rejecting [6] cases based on that confidence. We opted for a
dedicated triage model as a separate stage, trained specifically to distinguish be-
tween easy and hard cases based on patterns of ensemble misclassification. This
approach externalizes the notion of ”confidence” as a separate supervised task.
In clinical practice, it allows using different types of data for the two stages. For
example, we foresee the application of informal clinical observations in the first
stage but not in the second stage. Future work will compare standard defer/reject
framworks to our two-stage solution.

The final classifiers trained exclusively on predicted-easy cases achieved rel-
atively high F1 scores. While this is to be expected from a model trained on
an easier dataset (which is also heavily unbalanced towards AD), this supports
the notion that model performance might be improved not only by engineering
better algorithms, but by acknowledging and adapting to internal heterogeneity
in the data.
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This framework is particularly well suited to clinical applications, where la-
bel noise, overlapping syndromes, and atypical presentations are common. By
explicitly modeling confidence and routing decisions accordingly, we increase
transparency and reduce the risk of overconfidence in automated predictions.

More broadly, our method offers a general strategy for incorporating uncer-
tainty estimation, meta-prediction, and structural dataset analysis into classifi-
cation pipelines. It is model-agnostic, does not require external annotations, and
can be applied to a wide variety of real-world datasets where heterogeneity is
expected or suspected.

5 Discussion

Neurodegenerative diseases such as AD and FTD and their rare, atypical phe-
notypes present with overlapping symptoms and have variable progression, re-
sulting in frequent diagnostic uncertainty. These factors contribute to internal
heterogeneity and labeling noise, which in turn limit the ceiling of performance
achievable by a single unified model.

Our findings show that ensemble disagreement can be used for dataset intro-
spection. By analyzing ensemble disagreement, we identified cases that consis-
tently defied accurate classification across multiple models and cross-validation
splits. These “difficult” cases likely stem from a combination of subtle feature
patterns, borderline diagnostic categories, or data quality issues. We contrast a
single model trained on both clean and noisy examples with a triage classifier
to predict the likely difficulty of new samples based on demographic and feature
information. This classifier, trained independently of the diagnostic task, effec-
tively separates cases that benefit from automated classification from those that
require additional scrutiny. Conceptually, this means splitting a heterogeneous
dataset into one more homogeneous subset and one super-heterogeneous one.

The results show that both stages of the pipeline perform better when the
threshold for easy is set low. While this is understandable from an algorithmic
perspective, it is not always clinically desirable — one of the goals of this study
is to reduce unnecessary escalations and avoid potentially expensive or invasive
follow-up testing. This trade-off reflects a known limitation of standard preci-
sion/recall optimization: typical implementations do not account for the relative
costs of false positives versus false negatives [19]. However, our pipeline pro-
vides clinicians with tools to set their own priorities. By adjusting thresholds,
model bias, and class weights, the system can be tuned to favor either more
conservative or more aggressive escalation policies. In this way, our framework
aligns closely with clinical priorities, where minimizing incorrect diagnoses is
often more important than maximizing accuracy.

It is important to note that the accuracy of the second-stage diagnostic model
cannot be directly compared to that of the full ensemble model. First, the second-
stage model is only evaluated on cases predicted to be easy, and we do not assess
performance on the hard group, which may have significantly different charac-
teristics and lower predictability. Second, in the proposed two-stage pipeline,
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overall performance depends not only on the diagnostic accuracy within each
group, but also on the triage model’s ability to correctly assign cases to the
appropriate subgroup. In other words, the final pipeline accuracy is a cumu-
lative outcome of both triage and classification performance, making isolated
comparisons potentially misleading.

This triage mechanism does not attempt to “boost” performance in the tradi-
tional ensemble sense. In contrast to methods such as XGBoost, which combine
multiple weak learners in an additive, error-correcting sequence, our approach
routes individual samples through different processing pipelines based on pre-
dicted difficulty. Each sample is processed only once, either through the main
classification model (for easy cases) or deferred for alternative strategies. This
behavior is more akin to a conditional mixture-of-experts system, where a gating
function selects which model (or subsequent decision step) is responsible for a
given input.

The inclusion of a simple binary feature (AD vs. non-AD) further improved
performance of the triage classifier. This aligns with clinical practice, where a
general impression of whether a case fits a typical Alzheimer’s profile or not can
guide further decision-making. There are also strong biomarkers for AD which
could be included in follow-up research. We have also shown that clinicians can
tweak the model parameters to either minimize false negatives or false positives,
allowing them to make their own cost-benefit analyses.

In summary, we introduce a diagnostic pipeline that aims to accommodate
the inherent heterogeneity found in clinical datasets. By separating confidently
classifiable cases from more complex ones, our method allows for tailored han-
dling of different patient profiles. While the current results are encouraging, they
are exploratory in nature. Further work is needed to quantify the full benefits
of this approach, particularly in real-world clinical settings and when compared
directly to conventional models. Nonetheless, this study highlights a promis-
ing direction: structuring diagnostic workflows based on case difficulty, with the
potential to improve both performance and interpretability.

Further research may focus on different stages of the pipeline. We intend to
amplify the performance of the triage model using additional data sources, such
as the notes and tests done by the patient’s general practitioner. Ideally, this
will increase performance enough that the AD / non-AD feature is no longer
necessary. Clinical research may focus on the feature differences between the
easy and hard group, identifying which neuropsychological tests have the most
explanatory power, and a gap analysis to determine which additional tests would
be best suited to further diagnose the hard group.
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Appendix: Performance of the Two-Stage Pipeline
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