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Abstract. Al has achieved remarkable successes, yet 80% of proof-of-
concept projects fail to reach production, encounter unintended side ef-
fects, or face ethical, legal, or societal backlash. Despite the extensive
research from computational and sociological perspectives, there is a sig-
nificant lack of rigorous studies that connect the two fields. In this paper,
we claim that a holistic and interdisciplinary understanding of alignment
is needed and that rigorous Al engineering plays a crucial role to improve
quality /productivity. We present a survey of the current challenges that
AT engineers face while designing Al systems in practice, drawing from
both academic and grey literature. We show how innovation (people,
tech, data, and process), business (feasibility, desirability, and viability),
epistemic (theory, formalisation, and implementation), and lifecycle per-
spectives intersect, interact, and impact engineering decisions. However,
there are still many open research questions: what a good Al engineering
methodology should look like; what is missing; how to diagnose issues
given the limited understanding of problems; how to translate contextual
information into actionable design decisions; how to evaluate whether de-
sign choices truly improve outcomes; how to understand interdependen-
cies and cascading effects across stages; and how to align quality, impact,
and priorities when designing a solution. We illustrate our findings in a
real application of predicting school dropout.

Keywords: Al engineering - Design decisions - Holistic alignment.

1 Introduction

Artificial Intelligence (AI) has achieved remarkable successes and is receiving
massive attention in research and practice. The global Al market size was valued
at USD 279.22 billion in 2024 and is projected to reach USD 1,811.75 billion
by 2030, growing at a compound annual growth rate (CAGR) of 35.9% from
2025 to 2030 [12]. However, 50%-80% of proof-of-concept projects fail to reach
production [7], encounter unintended side effects, or face ethical, legal, or social
backlash. While traditional software projects are already complex, failure-prone,
and demand a broad range of expertise, Al systems add complexity through data
dependencies, model uncertainty, interpretability and real-world adaptation [23].
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The complexity and uniqueness of Al solutions underscore the urgent need
for dedicated research in Al engineering, a discipline focused on designing, devel-
oping, deploying, and maintaining Al systems that are not only functional but
also robust, explainable, contestable, ethically aligned, and scalable in real-world
contexts. Advancing Al engineering practices is critical not only to improving
the reliability and accountability of Al systems, but also to achieve alignment
technology, societal values, ethical principles, and stakeholder needs, ensuring
that their deployment meets both technical and societal expectations. This is a
multifaceted concept, where the epistemic framing of Al engineering decisions,
along with the insight that alignment extends beyond technical correctness to
include interpretability, usability, and social acceptability, is crucial.

Most definitions of AI engineering describe it as a multidisciplinary field
focused on building scalable, operational AI systems by integrating software,
data, and systems engineering with human-centered design, emphasizing both
the technical infrastructure and the design of intelligent systems that function
effectively in real-world enterprise contexts [10,22|. Taking these foundations
further, we conceptualize Al engineering as a socio-technical practice that en-
compasses not only technologies and methods but also the people, processes, and
data involved in the design, development, deployment, and use of Al systems. Al
engineering comprises a continuous and collaborative process, where decisions
span multiple disciplines, epistemic abstraction levels, and lifecycle stages requir-
ing careful alignment between technical components, ethical values, contextual
and domain knowledge, and organizational dynamics. Here, alignment extends
beyond traditional Al safety to serve as a guiding design principle: ensuring that
decisions consistently reflect stakeholder needs, ethical expectations, intended
societal outcomes, and previous decisions made.

Despite increasing interest and extensive research in the field, Al engineer-
ing continues to struggle with implementing responsible practices in real-world
system design. A central problem addressed in this paper is the lack of rig-
orous interdisciplinary studies that account for the complexity of responsible
design decisions throughout the Al engineering process. Current approaches of-
ten treat design decisions as purely technical, overlooking the broader contextual
and socio-ethical implications. This narrow framing limits the ability to develop
systems that are truly aligned with societal values and stakeholder needs. To
address this gap, this paper proposes an interdisciplinary holistic paradigm for
responsible Al engineering, integrating four key perspectives —business, inno-
vation, epistemic, and lifecycle— and positioning them at the core of technical
design rather than as peripheral considerations. By adopting this paradigm, we
aim to guide Al engineers toward more informed, context-sensitive, and ethically
grounded decisions throughout the system lifecycle.

The key highlights of this paper are: (1) emphasize the relevance of trans-
parency, alignment, and accountability throughout the AI design process, (2)
raise awareness and attract attention on the impact of design decisions, (3) pro-
vide a rationale for deeper research on responsible Al engineering, (4) illustrate
the effect of design choices through concrete examples, and (5) expose the need
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for more transparent design decisions. While primarily aimed at Al engineers,
the paper is also relevant for decision-makers who rely on Al outputs; as under-
standing the consequences of design choices is essential for responsible use.

The following is a critical reflection on Al engineering, highlighting its unique
characteristics, identifying key research gaps and limitations in current design
practices. Next, we present the holistic paradigm for responsible Al engineering
and illustrate its relevance through a case study on school dropout prediction.
The paper concludes with open research questions and final reflections.

2 Critical Reflections on AI Engineering

The development of Al systems introduces fundamental challenges that go be-
yond those addressed by traditional software engineering. Al engineering ad-
dresses the complex intersection between Al and software development, exposing
limitations in traditional engineering practices when applied to Al systems. Un-
like conventional software where the change occurs primarily in code, Al systems
evolve along three axes: code, data, and models, each introducing its own risks
and needs [24]. Furthermore, AI systems must address cross-cutting concerns
such as ethics, legal compliance, user trust, contestability, and security through-
out their entire lifecycle, not just during model development [17]. AI projects
include activities such as model training and performance drift monitoring, none
of which align well with traditional engineering tools, timelines, or architectural
patterns [24]. The susceptibility of AI to specialized adversarial attacks requires
additional custom-made defensive strategies [24]. Moreover, Al engineering in-
volves multidisciplinary collaboration among experts, complicating integration
and communication [23]. Ultimately, the challenge lies not just in creating ef-
fective models, but in establishing robust processes that support responsible Al
deployment throughout the entire lifecycle of the system [7].

2.1 AI Engineering: Computational and Sociological Perspectives

As described above, Al systems possess unique characteristics that challenge the
assumptions and practices of traditional software engineering. These differences
demand new engineering approaches to ensure responsible design, development,
and deployment of Al technologies [17]. In response, a growing body of research
has emerged around responsible Al engineering, with some efforts focusing on
computational and technical aspects [15,4, 9,6, 5,23, 27, 16, 24], while others ad-
dress broader sociological and ethical dimensions [3,11, 21, 25].

Recently, efforts have been made to bridge sociological and computational
perspectives in Al research. De et al. [8] advocate an integrated interdisci-
plinary approach to better align ethical principles with practical software en-
gineering processes. Himmelreich and Kohler [14] argue that responsibility gaps
in Al should be addressed through conceptual engineering, focusing on redefin-
ing responsibility based on its societal function to resolve underlying conceptual
disagreements. Lu et al. [19,18,20] argue that responsible AI has focused too
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narrowly on algorithms, neglecting system-level concerns such as vague ethical
requirements, limited risk assessment, and weak post-deployment monitoring,
and propose addressing these gaps through lifecycle-integrated ethics, design
patterns, architectural guidance, and a Responsible AI Pattern Catalog to sup-
port multilevel governance, trustworthy processes, and responsible-Al-by-design
throughout the system lifecycle. Sanderson et al. [26] examine the implemen-
tation of high-level AI principles through four key areas —requirements, de-
sign, implementation, and deployment—, adapted from software engineering
practices, situating them within an ethical framework that includes governance,
competency development, and stakeholder communication. Harbi et al. [13] pro-
pose a comprehensive framework to integrate responsible design patterns into
Machine Learning (ML) pipelines to mitigate risks and ensure ethical devel-
opment, deployment, and post-deployment of Al systems. Stahl [28] criticizes
AT ethics for overlooking socio-technical complexity and proposes the concept of
meta-responsibility to promote system-level ethical accountability and highlights
conditions for fostering responsible Al ecosystems.

2.2 Key Gaps in Responsible AI Engineering

Despite extensive research, Al engineering still faces challenges in implementing
responsible design practices effectively. Based on the literature review, the analy-
sis of real-world use cases, insights from over 35 applied projects, and consulting
experience, we identified key gaps organized into four categories (see Fig. 1).

Lack of actionable guidance and standards Weak monitoring and evaluation practices

* Limited focus on how engineers should make * There is limited support for ongoing monitoring,
decisions when building responsible Al systems. adaptation, and response to evolving ethical risks.

* Lack of standardized guidelines and procedures to * Lackof infrastructure and design practices to
choose among multiple valid Al designs. explicitly model and monitor feedback loops,

« High-level Al ethics are often too abstract, limiting the ability to anticipate and manage their
contributing to a persistent theory-practice gap in long-term impact on system behavior.
which developers struggle to translate them into * The fast success of Al solutions leads to premature
verifiable system requirements. development evaluation practices.

* Lack of acommon framework for design, as existing || * Evaluation practices often overemphasized short-
ones struggle with the complexity of responsible Al. term metrics while neglecting long-term impacts.

Partial, disconnected, and fragmented view Limited ecosystem and lifecycle perspective

* Most work concentrates on listing ethical concerns * Lackof a system or ecosystem perspective, leading

or technical issues but offers little actionable to fragmented and inconsistent practices.
guidance on integrating these into design choices. « Focus is often limited to engineering or

* Human factors, governance, and organizational deployment, overlooking the full Al lifecycle and key
roles are often ignored or poorly defined. decisions.

* Some challenges are analyzed in isolation, missing * Lackof support for the interactive and interleaved
the interdependencies between other factors. nature of analysis and design.

« Disconnect between academic and grey literature * Interactions between problems and how mitigation
(e.g., blogs and companies’ internal practices). efforts can create new problems are overlooked.

Fig. 1. Key gaps in current responsible Al engineering include the absence of actionable
guidance and standards, partial, fragmented and disconnected approaches, a narrow
focus lacking ecosystem and lifecycle perspective, and insufficient support for monitor-
ing and evaluation.



Unveiling the Impact of AI Engineering Decisions on Alignment 5

Responsible Al engineering involves much more than addressing ethical con-
cerns or technical issues; it requires navigating a complex landscape of interde-
pendent factors that influence design decisions. Although ethics plays a critical
role, making the “right” engineering choices also requires alignment between Al
foundations, technology capabilities, domain-specific knowledge, contextual con-
straints, and stakeholder needs. For instance, ensuring that an Al system is trust-
worthy and useful means not only following fairness or transparency guidelines
but also understanding how technical options interact with real-world practices,
data limitations, methods requirements, and the expectations of diverse users.
A responsible approach must therefore integrate these dimensions to guide de-
cisions that are both technically sound and socially meaningful.

2.3 Limitations in Current AI Design Practices

A key issue in current responsible Al engineering, discussed in this paper, is the
lack of introspection and rigorous studies examining the complexity of responsi-
ble design decision-making throughout the engineering process. Even seemingly
technical choices (e.g., handling unbalanced classes, adjusting the loss function,
or applying upsampling) require careful consideration beyond mere algorithmic
optimization. Drawing on our experience in applied Al projects and exchange
with AI engineers, and in line with the gaps identified in Al engineering, we
highlight four main pitfalls in AI design practices, as shown in Fig. 2.

We argue that informed and responsible design choices require a holistic,
interdisciplinary understanding of alignment that integrates technical, contex-
tual, and socio-ethical considerations. This approach enhances the rigor of Al
engineering while promoting higher system quality and productivity.

3 A Holistic Understanding of Alignment

This section introduces an integrative paradigm aimed at advancing responsible
AT system design. While prior discussions highlighted critical gaps in Al engi-
neering and insufficient attention to the broader implications of design decisions,
we now turn to how these challenges and limitations can be addressed.

Our proposal is built upon empirical engagement, theoretical analysis, and
practical experience. It draws from interactions with over 200 companies, along-
side a review of established innovation and business strategy models (e.g., Busi-
ness Model Canvas), which emphasize value creation and organizational align-
ment, as well as established standards and frameworks (e.g., ISO), where lifecycle
thinking is widely recognized. These foundations led to the integration of inno-
vation, business, and lifecycle perspectives. However, we identified a critical gap:
the absence of a perspective addressing the theoretical grounding, formal rea-
soning, representational integrity, and aligned implementation of Al systems. To
address this, we introduced the epistemic perspective as an original contribu-
tion. Together, these four dimensions constitute a minimal yet sufficient set for
engineering Al systems responsibly.
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Underdeveloped foundational practices

* The prevailing approach -designing first and assessing impact afterward- limits the ability to anticipate
and prevent negative consequences.

* Design efforts often focus on addressing visible system failures rather than investigating their causes,
leading to a lack of structured analysis that could reveal systemic or human-centered design flaws.

* Wrong design decisions often overlook foundational issues, resulting in Al systems that exhibit bugs and
reliability problems that are merely symptoms of deeper, unresolved design flaws.

* Al engineers tend to use what they already know or tools that are available and easy to use, but this is
often insufficient to make the right decisions.

* Complex Al systems can place a high cognitive burden on both users and designers, which is rarely
considered in the early design stages.

Disconnect from real-world concerns and oversimplification

* The design decision process lacks the depth and structure needed to address the complexity of real-
world contexts, especially when balancing competing priorities or long-term effects.

* Complex problems are often oversimplified (e.g., systems based on a single reward function often fail to
capture the nature of real-world environments).

* Al design practices often underestimate the far-reaching impact of data handling decisions on model
behavior and societal outcomes (e.g., improper handling of proxy variables can lead to unfair outcomes).

* Aldesign practices frequently overlook the influence that model selection can have on social outcomes
(e.g., choosing black-box models over interpretable ones makes accountability more challenging).

* The unresolved trade-off between optimizing for value and ensuring fairness, as metric-driven incentives
often overlook ethical and socio-technical considerations, leading to biased outcomes.

* The focus on technical solutions often ignores deeper social, organizational, or systemic challenges,
falling into technological circular reasoning, mistakenly assuming automation can solve everything.

* Ethical assessment is usually one-time and lacks post-deployment support.

Limited interdisciplinary collaboration

* Effective Al design requires interdisciplinary expertise, yet many teams lack skills in ethics, human
factors, or domain-specific knowledge.

* Communication breakdowns between engineers, ethicists, domain experts, and end users impede
interdisciplinary decision-making.

* The translation gap arises from differences in knowledge, vocabulary, and priorities between data
scientists, Al engineers, and domain experts.

Technology-centric approach rather than user-centric

* Al design often misses how systems and human behavior co-evolve over time; however, these feedback
loops with humans are beyond technology, needing social, cognitive, and emotional dynamics.

* Al engineering tends to be metric-driven, which is often not representative of the goals of end-users.

* The adoption of “Al-first” and “technology-first” mindset, prioritizing technical novelty over user needs,
systemic fit, and long-term impact.

* Ethical and social considerations remain peripheral and are rarely embedded in engineering processes.

» The availability of off-the-shelf technologies influences the considered methods.

Fig. 2. Limitations in AI design practices include weak foundational methods, limited
interdisciplinary collaboration, and a disconnect from real-world concerns, compounded
by a technology-centric approach that often overlooks user needs and societal context.

Fig. 3 presents the new holistic interdisciplinary paradigm that integrates
four essential perspectives —business, innovation, epistemic, and lifecycle— as
core components of responsible Al engineering. Rather than treating these di-
mensions as external or secondary to technical design, this paradigm positions
them as active forces shaping engineering decisions throughout all stages of the
AT development lifecycle. Their intersection, interaction, and influence on design
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and implementation choices are illustrated through examples from a case study
on predicting school dropout. These examples illustrate key points, but do not
cover all possible scenarios that could emerge from the case study.
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Fig. 3. A new paradigm for responsible Al engineering integrating business, innovation,
lifecycle, and epistemic perspectives to guide design decisions.

The school dropout prediction use case is ideal to illustrate the relevance of
the proposed paradigm because it involves complex social impacts that demand
ethical and fairness considerations. It engages diverse stakeholders (e.g., teachers,
policymakers, educational advisory members, students, parents) with varying
priorities, requiring alignment of all perspectives. The use case presents signif-
icant data challenges, highlighting the importance of epistemic factors in mod-
eling decisions. Its evolving nature showcases lifecycle concerns such as model
monitoring and updating. Furthermore, it involves critical trade-offs between
accuracy and fairness, emphasizing the need to balance technical and ethical
factors. Finally, it offers opportunities for innovation through early interventions
and personalized support, demonstrating how integrated perspectives influence
AT design throughout the development lifecycle.

While the school dropout use case illustrates responsible Al engineering chal-
lenges for traditional machine learning systems, a Large Language Model (LLM)-
based use case might introduce a distinct set of challenges. In LLM applications,
alignment becomes an even bigger problem because computers do not “speak” a
language; human instructions must first be translated, creating an initial seman-
tic gap, while a second gap emerges during the system’s generation of responses,
accompanied by additional security concerns. In LLMs, a single channel (the
prompt) serves for programming and input, whereas in conventional systems
these roles are separate, and users are not allowed to directly program system
functionality, which is a key difference. More broadly, Al has introduced new
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programming paradigms —from rule-based programming, functionality defined
throughout labeling, to reinforcement learning shaped by feedback state of the
world, and now to LLMs controlled via natural language— which introduces new
AT engineering challenges, leaving open research questions.

The work being done to make AI systems more robust, responsible, con-
testable, explainable, accountable, ethical, fair, and human-centered contributes
significantly to improving alignment. We must learn from these fields to en-
hance our work. To incorporate these advances into our paradigm, desirable
principles and concepts from Explainable Al, Contestable AI, Human-Centered
Al and Trustworthy AI can be translated into technical specifications, design
constraints, and system requirements at the definition level, guiding implemen-
tation across the Al lifecycle in our paradigm. A major challenge lies in ensuring
that these principles remain aligned with their formal implementation; in this
regard, related practices and operationalization proposals can be highly relevant.
For example, contestable Al features [1] —such as interactive control over au-
tomated decisions and explanations of system behavior— can be translated into
specifications or requirements. Contestable Al practices are therefore valuable
for operationalizing these obligations within engineering decisions across the Al
lifecycle. Similarly, in addressing legal aspects within the proposed paradigm,
our approach does not take a stance to which regulation or policies but wants to
provide a framework for people to understand and verify whether their compli-
ant (broader than legal: security, medical, privacy, ethics, etc.). Legal and policy
obligations are translated into specifications or requirements, raising the central
question of how such obligations materialize in design choices.

3.1 The Business Perspective

AT engineering decisions are not made in a vacuum; they must align with busi-
ness realities and goals. This underscores the fundamental role of the business
perspective in responsible Al engineering and its inclusion in our paradigm. The
emphasis is placed on how feasibility, viability, and desirability shape responsible
AT development. These dimensions define the practical, economic, and human-
centered boundaries within which choices must be made to ensure systems are
not only functional but also sustainable, valuable, and ethically grounded.

Fig. 4 highlights how business-oriented dimensions collectively support and
guide responsible AI practices. Feasibility focuses on what can be done with
available resources directing design choices toward practical and implementable
solutions, while viability ensures that engineering decisions are economically sus-
tainable, generating long-term business value. Desirability highlights the need to
design systems that users find appealing, intuitive, valuable, and ethically ac-
ceptable, focusing on user experience, accessibility, and ethical alignment.

In the context of school dropout prediction, several examples highlight the
importance of the feasibility dimension in shaping design decisions. For instance,
suppose that the I'T system cannot support real-time data streaming, engineers
may decide against implementing a real-time dropout prediction model and in-
stead opt for batch processing. Another example is when algorithms fail to ac-
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curately predict dropout risk due to insufficient data, often caused by high data
collection costs, which raises viability considerations. It is also very likely that
the data do not provide a full picture of the problem, due to ethical constraints
or decisions made by policymakers, both of which relate to desirability consid-
erations. This example illustrates not only the impact of feasibility but also the
interplay among various business dimensions.

Respect organizational Ensure practical implementability,
boundaries (technical, enabling sustainable and
economic, operational, and o deployable solutions rather than
organizational capabilities) Fea5|b|l|ty just theoretically designs.
Go beyond technical functionality Ensure not only technical

and consider user experience, feasibility but also economically

accessibility, perceived usefulness, _l ‘ r sustainable and strategically
and ethical acceptability justifiable solutions over time.

Design systems that users find Desirability Viability Align engineering choices with long-
appealing, intuitive, genuinely |__ term cost-effectiveness and business
valuable, and ethically sound in value to ensure the system is worth
their context (user-centric design) building, deploying, and maintaining

Fig. 4. Business-oriented dimensions must guide AI engineering decisions and interact
to shape responsible AT design: feasible systems must also be viable and desirable to
achieve successful, sustainable, and widely adopted AI solutions.

While a highly complex model using diverse data sources could improve pre-
diction accuracy, the costs of data collection (e.g., it needs to happen by a third
party), storage, and ongoing analysis would be very high, illustrating the rele-
vance of viability in this application domain. If advisors struggle to interpret the
outputs or find them irrelevant to their workflows, the system may be ignored.
From a desirability dimension, engineering teams should focus on user-centered
design, use interpretable methods, and build explanations that meet user needs.

The EU AI act forbids classifying emotional state and classifies education-
related Al as high-risk, while GDPR imposes strict data-protection and trans-
parency requirements. Within our approach, such legal mandates can be trans-
lated into different design considerations: in terms of desirability, certain features
may be prohibited altogether; in terms of viability, implementing adequate gov-
ernance and oversight may be too costly; and in terms of feasibility, avoiding
specific features to meet legal constraints could significantly impact model per-
formance. By integrating these considerations into early scoping, data handling,
model design, and deployment, our approach ensures that compliance is system-
atically embedded rather than post-hoc checks.

3.2 The Innovation Perspective

This section introduces four key dimensions that shape Al engineering decisions
from the innovation perspective: people, process, technology, and data. Each



10 L. Arco and J. Loeckx

dimension plays a distinct role in influencing how Al systems are designed, de-
veloped, deployed, and maintained, highlighting the interplay between human,
organizational, technical, and informational factors throughout the system life-
cycle, as shown in Fig. 5. The following dropout prediction examples illustrate
the relevance of these dimensions for practicing responsible Al engineering.

Data quality — — Data relevance
Necessary data— Data — Responsible data use
Clear roles & responsibilities — ; — Workflows
Technical & domain expertise —, —Governance structures
People Process
Effective stakeholder collaboration — —Processes across the Al lifecycle
User needs & expectations —l \ /u L Technical & strategic decisions

Tech

Appropriate algorithms & tools —! L— Responsible adoption

Supporting infrastructure — L Efficient & scalable adoption

Fig.5. Overview of the Innovation perspective in Al engineering, highlighting how
the core dimensions shape and inform design decisions. The People dimension em-
phasizes the roles, expertise, collaboration, and user needs of individuals and teams
involved in AI development, use, and management. The Process dimension highlights
workflows and governance structures that shape the Al lifecycle and support techni-
cal and strategic decision-making. The Technology dimension informs the selection of
algorithms, methods, tools, and infrastructure, as well as the capabilities required for
efficient, scalable, and responsible adoption. The Data dimension defines how data sup-
ports system objectives and ensures quality, relevance, and responsible use.

People. Designing a system for dropout risk prediction must account for the
diverse needs and perspectives of multiple stakeholders (e.g., students, teachers,
and policymakers). Each group may require different types of information, levels
of detail, and modes of interaction. For instance, students may need personalized
understandable feedback; teachers may require classroom-level insights to sup-
port interventions; and policymakers could look for aggregated trends to inform
strategic decisions. These differences influence choices around user interfaces,
data access, design decisions, explanation mechanisms, and privacy settings in
the system’s architecture. The level of technical proficiency among stakeholders
can determine how to present outputs; requiring interpretable models. There
are also challenges related to the knowledge, practices, preferences, expertise,
psychology, and cognitive tendencies of AI engineers and developers (e.g., they
may default to familiar techniques when designing solutions). Human factors
influence design decisions throughout the entire Al system lifecycle and must be
acknowledged in responsible Al engineering.

Process. In the context of dropout prediction, understanding who generated
the data and under what circumstances is critical. For instance, a grade of
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7 might reflect different standards or expectations depending on the teacher,
which introduces variability that impact model reliability. Similarly, the timing
of data collection plays a significant role, data gathered before COVID-19 may
not reflect the current learning environment or student behavior. If predictions
are expected post-COVID, engineers must carefully evaluate the relevance and
validity of historical data, possibly adjusting features or retraining models to
account for shifts in context, learning modalities, and student needs.

Technology. Designing a dropout prediction system requires technologies that
ensure secure integration with existing student information systems while com-
plying with data protection regulations. Privacy-preserving techniques directly
shape architectural choices, model selection, and deployment tools, as some ap-
proaches may not be compatible with privacy constraints or could compromise
data protection if not properly integrated. For instance, privacy rules may block
centralizing student data, requiring federated learning where schools train lo-
cally and share only model updates. This preserves privacy but adds challenges
(e.g., data heterogeneity, model convergence, and secure communication) that
impact architecture, algorithms, and infrastructure choices. In addition, if the
school’s IT infrastructure is limited (e.g., no access to cloud services or limited
computing power), the system must be designed to run efficiently on local ma-
chines with minimal processing requirements.

Data. If national education policy prohibits the use of socioeconomic data (e.g.,
family income, parental education) in predictive analytics to prevent discrimina-
tion, Al engineers must exclude these features when developing the model. This
policy constraint directly impacts feature selection and limits the types of data
that can be collected or used. As a result, engineers may need to identify al-
ternative proxy variables, which introduces additional design challenges because
such proxies could inadvertently introduce new biases or reduce model accuracy.
These trade-offs influence subsequent decisions across the ML pipeline, including
model training, validation, interpretation, and deployment.

3.3 The Epistemic Perspective

Building on the concept presented by Almeida et al. [2], AI solutions are not
just technical artifacts but institutional architectures that shape and organize
complex systems of interaction between humans and machines. They embody
epistemic choices about what knowledge is relevant, how it should be struc-
tured, and how decisions are made. They are not just decision tools, but also
dynamic socio-technical constructs that encode values, mediate power, struc-
ture our understanding of knowledge and action in society, establish formal and
informal rules that guide behavior, shape interactions, and distribute power.
The epistemic perspective is crucial for responsible Al engineering because
it not only encompasses the nature, sources, limitations, and validity of knowl-
edge within AI systems, but also addresses how these systems represent, rea-
son about, and communicate that knowledge, directly influencing accountability,
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transparency, and trustworthiness in AI design, development, and deployment.
Epistemic aspects can be understood and addressed through three intercon-
nected layers: theory, formalization, and implementation. Fig. 6 describes key
elements in these layers that critically influence AI design choices and highlights
how epistemic considerations shape responsible Al engineering.

* Address foundational questions

Translate concepts and

Realize formalized models in

about knowledge and reality theoretical assumptions into computational systems
* Determine importance or models, scl'.lemas, or « Account for assumptions and
relevance representations constraints from earlier layers
« Understand relationships * Define mathematical or logical « Connect abstract
between elements representations representations with real-world
« Link abstract representations * Solidify interpretative choices inputs and outputs
(numbers, features, labels) to into formal constructs « Operationalize models through
real-world phenomena * Influence on how phenomena workflows, infrastructure, use
 Shape assumptions and are abstracted, what cases

worldview distinctions are encoded, and
what is left out

Translate concepts into
concrete engineering practices

Fig. 6. Overview of the Epistemic perspective in Al system design, illustrating the
three interconnected layers. The Theory layer addresses foundational questions about
knowledge, relevance, relationships between elements, and the mapping of abstract
representations to real-world phenomena, shaping the assumptions and worldview un-
derlying the AI system. The Formalization layer translates these theoretical concepts
into operational models, schemas, and representations, defining mathematical or logi-
cal encodings, solidifying interpretative choices, and embedding epistemic values. The
Implementation layer focuses on the practical realization of these formalized models
within computational systems, connecting abstract representations to real-world inputs
and outputs, operationalizing epistemic commitments through workflows, infrastruc-
ture, and use cases, influencing system behavior and user impact.

Theory. At the theoretical level, dropout is defined as a student permanently
leaving an educational program before completion. However, different stakehold-
ers or institutions may have varying definitions based on enrollment status, aca-
demic performance, or engagement levels. Clarifying this concept is essential
to guide system goals. But understanding what dropout means is only part of
the challenge; it is equally important to conceptualize how dropout risk is ex-
pressed, whether as a probability, a categorical risk level, or a composite score.
This defines the nature of knowledge the Al system aims to represent and influ-
ences subsequent modeling approaches. Furthermore, it is also crucial to know
who has the authority and expertise to define and interpret dropout risk; for
instance, which actors (e.g., academic advisors or external educational bodies)
should be primarily responsible for the decision. Understanding these roles helps
define how knowledge is structured and how decision boundaries are established.
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In general, the meaning of features directly influences decisions at multiple stages
of the ML pipeline, including feature selection, model design, and evaluation. For
example, a grade of 7 may hold different significance depending on the teacher
or vary for students with different learning needs (e.g., a student with dyslexia
compared to one without). Properly accounting for the semantics of features
can affect processes like normalization, but neglecting these nuances can lead
to misleading conclusions or biased predictions. Even more challenging could be
defining teacher quality, which can influence school dropout rates. Even more so
is determining how to represent this complex concept. Its interpretation often
varies depending on personal perspectives and its interaction with other factors.
Furthermore, there is no universally accepted metric for measuring teacher qual-
ity, and it can fluctuate over time. These challenges have a significant impact on
system design and the resulting outcomes. Therefore, it is essential to contex-
tualize features using both technical methods and domain expertise to ensure
accurate and fair modeling.

Formalisation. The way we formalize the problem has a significant epistemic
impact on system design. If dropout is defined as a binary outcome (e.g., dropout
vs. enroll), the task is formalized as a binary classification problem, while if the
risk is defined as high, low, or medium, it could be formalized as an ordinal
problem problem. In contrast, if risk is defined as a continuous score indicating
the likelihood or degree of risk, it becomes a regression problem. This choice af-
fects the entire modeling pipeline, from how the target variable is constructed to
which algorithms are suitable, how uncertainty is handled, and how results are
communicated to stakeholders. For instance, a regression-based score might be
more useful for prioritizing interventions, while classification might be better for
triggering binary decisions (e.g., flag or no flag). Each approach implies different
assumptions about what counts as knowledge, what level of precision is meaning-
ful, and how actionable the output is for end users such as teachers or counselors.

Implementation. Defining dropout as a binary classification problem directly
shapes key design decisions in the system (e.g., choosing appropriate classifiers).
This influences what features are prioritized and how outputs are integrated
into intervention workflows, such as generating alerts for school counselors. Ulti-
mately, the decision to model dropout in this way drives the entire architecture
of the predictive system, from data preparation to model deployment and user
interaction. In addition, choice of programming language will influence perfor-
mance and thus how/where it can be deployed (e.g., C(++) could be deployed
in some custom-made lightweight device while Python will need a “normal” com-
puter and will be much slower).

3.4 The Lifecycle Perspective

The lifecycle perspective is central to our paradigm, recognizing that Al engi-
neering goes beyond model training or algorithm selection and demands a com-
prehensive, integrated approach to designing, developing, deploying, and main-
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taining systems—encompassing every stage where decisions influence behavior,
quality, and societal impact. By adopting a lifecycle view, Al engineers are better
positioned to identify and address risks and challenges across different phases,
even more important because early-stage Al design decisions have impacts on
later phases (e.g., mitigation strategies applied at one stage may introduce un-
intended biases or trade-offs in others), underscoring the critical importance of
understanding and managing interactions across the entire development lifecycle.
In addition, continuous feedback loops and iterative refinement become essential
for adapting to real-world changes and improving system robustness over time.
In summary, this perspective underscores the need for system-level alignment
across all phases to ensure responsible, sustainable, and trustworthy Al.

In the context of dropout prediction, early decisions about which student
data to collect (e.g., attendance, grades, gender, or nationality) directly affect
the quality, accuracy, and fairness of the dropout prediction model, influencing
choices in subsequent stages. For example, selecting attendance as a key feature
can introduce bias if the definition or recording of absences varies across insti-
tutions. More broadly, models must remain effective and fair across diverse and
changing contexts: a model trained on centralized data from one region may un-
derperform in others, and reliance on outdated data, such as pre-COVID records,
can degrade performance over time. These challenges highlight the importance
of feedback loops and lifecycle-aware monitoring to ensure Al systems remain
reliable and unbiased throughout their deployment.

4 Open Research Questions

Despite growing awareness of the importance of responsible Al engineering,
several critical questions remain unanswered. In particular, there is a pressing
need for clearer systematization to guide Al engineers in making informed and
context-sensitive design decisions. This section outlines open research questions
aimed at defining what a robust AI engineering methodology should include
and effectively integrate alignment, transparency, and interdisciplinary consid-
erations throughout the development lifecycle.

— How would a good Al engineering methodology look like?

— What is currently missing or underdeveloped in Al engineering practices?

— How to diagnose problems if we even do not have an overview or good un-
derstanding of the problems and we lack good or complete definitions?

— How design choices depend on context, use, and domain knowledge?

— How can we reliably detect issues early in the design process, before they
propagate across pipeline stages?

— How can Al engineers make informed decisions when designing solutions
given the huge number of alternatives?

— What methods can be used to translate contextual and domain-specific in-
formation into actionable design decisions in Al workflows?

— How can Al engineers really assess whether a design decision leads to mean-
ingful performance improvements and aligns with expected outcomes?
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— How can Al engineers and data scientists be effectively guided to evaluate
their solutions from an alignment lens? What kind of systematization is
needed for this guidance?

— What are the interdependencies and cascading effects of decisions made in
early stages to later stages in a ML pipeline?

— How do mitigation strategies implemented in some phases potentially intro-
duce new challenges in subsequent phases?

— What frameworks or best practices can help anticipate and manage the im-
pact design decisions across the full lifecycle of an Al solution?

— How to align quality, impact, priorities, and pragmatism when designing a
solution to be good enough?

— How can semantic misalignment between human intent and LLM interpre-
tation be formally modeled and mitigated across diverse use contexts?

— What engineering principles are needed to responsibly manage the dual role
of prompts as both input and program in LLM-based systems?

The research questions highlight the urgent need for clearer systematization
that can guide practitioners in navigating trade-offs, assessing alignment, and
integrating domain knowledge throughout the lifecycle of Al systems. We believe
this is not a challenge that should be left to individual sectors or practitioners to
solve independently. Rather, the Al community —spanning technical and non-
technical disciplines alike— must actively engage in developing shared methods,
tools, and principles to advance responsible Al engineering.

5 Conclusions

This paper has argued that responsible Al engineering requires a shift from
fragmented, technically centered practices to more holistic and interdisciplinary
approaches. Despite increasing interest in the field, many AI engineering prac-
tices still fall short in accounting for the full complexity of responsible design
decisions. In particular, decisions are often made in isolation from the broader
business, social, ethical, and epistemic contexts in which Al systems operate.
This results in systems that may be technically sound but misaligned with soci-
etal values, stakeholder expectations, or long-term impacts.

The proposed paradigm for responsible Al engineering foregrounds four es-
sential and interconnected perspectives: business, innovation, epistemic, and life-
cycle. Rather than treating these as external constraints, we position them as
core elements of the design process. Through a case study on school dropout
prediction, we illustrated how these perspectives can interact and influence en-
gineering decisions across different stages of system development.

‘We hope this work contributes to ongoing efforts in the academic and industry
communities to reframe Al engineering as a socio-technical practice. Qur aim is
not to offer a definitive blueprint, but to open up space for reflection, dialogue,
and further research on how to better support Al engineers and decision-makers
in making transparent, aligned, and accountable design choices, serving as a
starting point for broader interdisciplinary discussion and inviting collaboration
to address the socio-technical challenges of Al design.
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